Wearable Seizure Detection using Convolutional
Neural Networks with Transfer Learning
Adam Page, Colin Shea, and Tinoosh Mohsenin
Energy Efficient High Performance Computing Lab (EEHPC)
University of Maryland, Baltimore County (UMBC)
apage2|cshea3|tinoosh@umbc.edu
Abstract—The ability to accurately and robustly detect
seizures in an ambulatory setting using scalp-based EEG has
been the focus of much research over the last several decades.
However, its numerous challenges and obstacles have impeded the
realization of a definitive solution. This work aims to build upon
our existing research and apply newer advanced machine learning
and hardware techniques to this issue. The novelty proposed
is two-fold. First, we utilize max-pooling convolutional neural
networks (MPCNN) to perform end-to-end learning. Second, we
demonstrate that transfer-learning can be used to teach MPCNNs
generalized features of both normal and epileptiform patterns
from a pool of subjects’ raw EEG data. Using this hybrid
approach, the system is able to detect all 184 seizure onsets
from 24 cases with average latency of 1.47 seconds and 3.2 falsealarms/day. To demonstrate the full system, the entire design is
efficiently implemented onto a highly parallel, highly granular
embedded SoC (NVIDIA Jetson TK1). When utilizing the GPU,
the system is able to classify 15-second segments in 308 µs and
last over 80 hours.

spatial resolution, and mixing of neural oscillations. The trend
with most seizure detection systems has been from creating
generalized models to personalized models trained specifically
for an individual. The motivation being that the model learns
the specific signature of the individual’s seizures. Several
papers have demonstrated improved success by generating
purely personalized models [3], [4], [5], [6]. However, there
are a number of disadvantages to this approach. For example, it
requires collecting, annotating, and generating a unique model
for each individual’s EEG data. This is highly impractical as it
is time-consuming, expensive, and inconvenient. In addition,
it is dependent on capturing sufficient seizure onsets which
can be challenging given the sporadic and unpredictable nature
of seizures. Therefore, we want to evaluate three approaches:
1. generalized model using no patient-specific data (GM); 2.
personalized patient-specific model (PM); 3. hybrid model that
fine-tunes a general model with patient-specific data (HM).

I. Introduction
Epilepsy is the 4th most common neurological condition
with an estimated incidence of 150,000 people each year and a
prevalence of 2.2 million people in just the United States alone.
In a clinical setting, electroencephalography (EEG) combined
with video monitoring is the gold standard for the detection and
diagnosis of various neurological conditions including epilepsy
[1]. The ability to automatically detect seizures is critical for
a variety of diagnostic, safety, and treatment reasons. For
instance, diagnosing a patient with epilepsy requires capturing
ictal episodes using multi-channel EEG. This can be both time
consuming and costly requiring either a clinical stay or wearing
an ambulatory device for several days. In addition, a clinician
must process all if this recorded data. An automated system
can enable noting only critical events as well as only storing
meaningful windows of data to be later reviewed. Such a
system can also help with safety by alerting family members or
medical personal once an event is detected. In treatment, new
studies are exploring the use of implantable devices that either
release medication or electrical stimulus to prevent/reduce a
seizure onset. Being able to treat the moment of the onset
can potentially help shorten the length and impact as well as
reducing the risk for SUDEP [2].

In addition to exploring these three approaches, we also
aim to produce a complete end-to-end classifier that is capable
of both abstracting high-order features and classifying them
as either normal or ictal events. The majority of previous
works typically split the task into two distinct stages: the
first performing hand-engineered feature extraction and the
second performing classification. For example, many works
extract spectral energy contained within certain frequency bins
obtained using filtering or Fourier transform. The motivation
being that the majority of the information encoded in the EEG
is contained within a handful of frequency bands: delta, theta,
alpha, beta, and gamma. More recent literature have shown
improved results when using wavelet transforms as they offer
superior temporal resolution of high frequency components
and superior frequency resolution of low frequency components. A review on automated seizure detection techniques
found that discrete wavelet transforms (DWT) tend to outperform other techniques [7]. In this work, we investigate the
use of max-pooling convolutional neural networks (MPCNN)
to perform all of the feature abstraction and classification [8].
Similar to DWTs, MPCNNs convolve scaled versions of an
input signal with kernels. However, unlike DWT, a set of
kernels is used forming multiple feature maps and secondly
max-pooling dynamically selects highest energy elements from
regions instead of fixed downsampling.

II. Background
There is a plethora of literature evaluating the effectiveness
of a variety of techniques for the purpose of seizure detection.
Much success has already been made with intracranial-based
EEG data in a clinical setting; however, scalp-based EEG
in an ambulatory setting still remains an open challenge.
Scalp-based EEG suffers from larger noise margins, lower
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Table I compares the results of our work to other recent works on seizure detection systems applied to the same
publicly available database (CHB-MIT). As can be seen, the
proposed hybrid model approach (HM) performs exceedingly
well compared to previous systems.

Reference
Shoeb [5]
Shoaib [6]
Khan [9]
Nabeel [10]
Xiang [11]
This Work [GM]
This Work [PM]
This Work [HM]

# Cases
24
21
10
24
18
24
24
24

Onset Sensitivity
96%
96%
100%
98.5%
98.27
96.52%
100%
100%

False-alarms
2.0/day
3.6/day
26.4/day
>50/day
>23/day
9.6/day
6.3/day
3.2/day

Latency
3.0 sec
4.6 sec
3.2 sec
1.7 sec
–
4.49 sec
3.14 sec
1.47 sec

TABLE I: Comparison of related works using the same public
database for automated scalp-based EEG seizure detection.

III. Database
The database used was collected at the Children’s Hospital
Boston and consists of scalp-based EEG recordings obtained
from pediatric patients with intractable seizures as they underwent anti-seizure medication withdrawal. In all, the database
consists of 24 cases collected from 23 patients (5 males, ages
3-22; 17 females, ages 1.5-19; 1 unknown). Each subject has
between 9-42 continuous 1-hour recordings. Six patients had
longer recordings between 2 and 4 hours. Cases 1 and 21 are
from the same patient with the second being recorded 1.5 years
later. Each record was sampled at 256 Hz with 16-bit resolution
and contained between 20-23 EEG channels following the
standard 10-20 system (A few records used different channels).
For consistency, only 18 channels shared amongst all patients
were used.
IV.

Experimental Setup

A. Network Configuration
For all experiments, a max-pooling convolutional neural
network (MPCNN) architecture is utilized. This consists of
1-3 pairs of convolutional and max-pooling layers connected
to 1-3 fully connected layers with the last being a softmax
classifier. 50% dropout is used to regularize the network and
prevent overfitting. The number of filters, pooling size, number
of layers, and other settings are determined by a random
hyperparameter selection. The only form of preprocessing
performed in this work includes filtering and downsampling
the input to 64 Hz to remove noise and artifacts. The timeseries data is split into 15-second (960 samples) overlapping
segments each containing 250 ms of new data. The amount of
normal, non-seizure data represents over 99% of the total data
in the study. During training, the entire training set is utilized
and passed to the network in mini-batches containing equal
quantities of normal and seizure segments sampled randomly.
To improve performance, the data is augmented by both
randomly mirroring left-to-right the channel data and injecting
Gaussian noise into each channel. In the given database, the
exact start and end time of each onset is provided with 1second resolution. Each 15-second segment is labeled seizure if
it contains at least 5 seconds of seizure data to reduce latency.
B. Model Approaches
As previously discussed this work explores three approaches for the application of seizure detection. The specific
training and testing procedures are provided.
Generalized Model (GM): For the GM experiments, a
leave-one-patient-out (LOPO) approach is employed. For each
patient left out, 1,000 hyperparameter experiments are performed in which the pool of patients is used for training and
validation and the withheld patient is used for testing only.
The 5 best models and results for each patient were saved.
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Patient-specific Model (PM): For the PM experiments,
a leave-one-record-out (LORO) cross-validation approach is
used. In each experiment, a generated network with randomized weights is iteratively trained and tested on the withheld
record. 1,000 hyperparameter experiments are performed for
each patient in which the best result is saved.
Hybrid Model (HM): The hybrid experiments mirror the
PM experiments except for two differences. First, instead of
a randomly generated network with random weights, one of
the best 5 network models is selected from the GM results for
the specific patient. Secondly, during training only the last 1-2
fully connected layers’ weights are adjusted.
V. Experimental Results
The classification performance of a seizure detection system is determined by three key metrics, onset sensitivity, falsealarm rate, and latency. Onset sensitivity refers to the fraction
of seizure onsets successfully detected.1 The false-alarm rate
refers to the number of false detections that occur within a
given time interval.2 Latency is the time-lapse between the
actual onset start time and classifier prediction time. These
metrics tell us how well the model can detect seizures, the
speed at which detection occurs, and the ability to reject falsepositives.
The bar charts in Fig. 1 compare the three approaches
according to these three metrics. In terms of onset sensitivity
both PM and HM are able to successfully detect 100% of the
patients’ seizures. The GM approach fails to detect seizures
from 3 subjects. We attribute these failures to the limited
patient size. By significantly increasing the pool of training
patients to better cover the spectrum of seizure manifestations,
we believe that a generalized model can be built that is on par
with any patient-specific model. In terms of latency and falsealarms, all three approaches perform well. All three are able
to achieve an average latency under 5 seconds. The hybrid
approach performs best in false-alarm rate with an average of
3 false-alarms/day compared to PMs and GMs average of 6
false-alarms/day and 9 false-alarms/day, respectively.
Figure 2 provides the receiver operating characteristic
(ROC) curves for each of the approaches. The ROC curve
details the tradeoff between true positive rate (TPR) and false
positive rate (FPR) of test segments as thresholding is varied
between 0 and 1. Each of the three approaches performs
exceedingly well. The patient-specific model (PM) slightly
outperforms GM consistently across patients. Surprisingly, the
hybrid approach similarly outperforms the PM approach. It
appears that learning general features from a pool of epileptic
patients is beneficial to having a more robust detection system.
The average area under the curve (AUC) for GM, PM, and HM
is 0.926, 0.946, and 0.967 respectively.
Another important criterion to consider is the amount of
data required for a model to obtain acceptable performance due
to the challenges faced obtaining patient-specific data. Since
the GM approach doesn’t require any patient-specific data,
only PM and HM are compared. In this setup, both models
were trained on an increasing number of patient records with
the last 25% reserved for testing. For each subset of training
1 An onset is determined detected if the classifier detects at least one segment
within the onset event.
2 The number of false-alarms is derived only from non-seizure records.
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Fig. 1: Bar charts comparing the three model approaches in terms of onset detection, false-alarm rate, and onset latency for each patient.
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patient 01, collected 1.5 years later. For both approaches, 100
hyper-parameter experiments were performed using patient 01
for training. For the HM, 100 pre-training experiments were
performed using all other patients excluding 01 and 21. The
best final model based on training results was then evaluated
on patient 21’s recordings. Figure 4 provides bar graphs of
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Fig. 2: ROC curves of each patient for each of the three model
approaches. Gray dashed line represents random guessing.

data, the best model out of 100 hyper-parameter experiments
were saved. Figure 3 shows the impact of training size on onset
sensitivity, false-alarms/day, and latency. The plots reveal that
HM generally requires less training data to perform well and
with less variance. For instance, PM takes about 80% of the
available training records before achieving a false-alarm rate
under 10/day. In addition, HM is able to obtain 100% onset
detection almost from the start while PM takes again around
80% of the available training records.

Fig. 3: Scatter plots comparing PM and HM in terms of onset detection accuracy, onset latency, and false-alarms/day for each patient as
percentage of training seizure records is varied.

The last evaluation done for personalized and hybrid approaches is to see how well they work long-term, i.e. testing on
data occurring much later in time. In addition to inter-patient
variability among seizure onsets, there is also intra-patient
variability. Some of this variability may not be accounted
for in the temporally limited training data. Furthermore, as
patients age the dynamics of the brain and signature of the
onsets may evolve, especially for pediatric patients. To test
this, we setup an experiment that consisted of training on a
patient and testing on the same patient with data collected years
later. Specifically, in this database, patient 21 is the same as
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Fig. 4: Comparison of PM and HM when trained on patient 01 and
tested on the same patient 1.5 years later (patient 21).

onset sensitivity, false-alarm rate, and latency when evaluated
on patient 01 and 21. We can see that both approaches perform
strong when trained and tested on 01. However, when then
tested on the data collected years later, PM fails to detect a few
onsets and has a much longer latency. The hybrid approach still
performs well with only a very small increase in false-alarms
and latency.
VI. Hardware
A. Processing Platform
The NVIDIA Jetson TK1 platform is utilized to demonstrate the effectiveness of a low-power, commercial GPU solution. The system-on-chip, SoC, combines the Kepler graphics
processing unit GPU and a 4-plus-1 ARM processor arrangement on a single chip. The 4-plus-1 processor configuration
consists of a high performance quad-core ARM Cortex-A15
and a low-power (A15) core. Each CPU has a 32KB L1
data cache, 32KB L1 instruction cache and supports 128bit NEONTM SIMD instructions. All processors have shared
access to a 2MB L2 cache. The high performance cores are
capable of running at twenty-two different clock speeds up
to 2.3 GHz, while the low power core, has nine configurable
speeds with a maximum of 1.092 GHz. The K20a GPU is
available to either processor configuration and consists of a
single streaming multiprocessor, SMX. The TK1 has 2GB of
DDR3 memory that is shared between the CPU and GPU and
is rated to run up to 933 MHz.
B. Power Measurements
There are no user-accessible power monitoring capabilities
on the NVIDIA TK1 platform. Thus, in this paper, we present
data on the total system-level current consumption which
includes the subsystems of the CPU and GPU. The current
is measured using a TI INA219 current/power monitor with a
100 mΩ sense resistor connected to the platform’s 12V main.
While the Jetson TK1 is not an optimized system, there were a

couple modifications performed to bring the results in line with
a more portable and ideal system. First, the HDMI and USB
ports are disabled. Second, the amount of current attributed
to the active cooling solution is removed. The fan is a 12V
constant 0.123A device that can be replaced with a passive
system.

Fig. 5: Current measurement setup of Jetson TK1 platform using TI
INA219 and Arduino.

VII. Hardware Results
To gauge NVIDIA TK1s ability to be used as a lowerpower classification solution we evaluated the achievable runtime when running on a battery. To calculate this time, the
INA219 recorded the system’s energy usage in various states.
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Fig. 6: Current draw of entire TK1 platform as it continuously
performs classification with CPU at 204 MHz and GPU at 72 MHz.

Figure 6 shows the current draw when continuously classifying samples on the TK1 using mainly the GPU. The
annotation in the figure highlights the time and current required
to classify 7,071 samples. With a CPU speed of 204 MHz
and GPU speed of 72 MHz, the total system has an idle
current draw of 63 mA and a maximum current draw of
206 mA. In a real system, the device will alternate between
active classification state and idle state waiting for enough
new data to be read in. These idle periods depend on the
amount of overlap between segments and computation time.
The amount of current the system requires in total is Iavg =
αactive Iactive +(1−αactive )Iidle , where αactive is percent time active.
Therefore, the total runtime of the system for a given battery is
T total = 0.8 · Capacitybattery /Iavg . Figure 7 presents the battery
life and computation time for various hardware configurations.
The top plot shows that utilizing the GPU improves battery
life. The reason being that the GPU significantly reduces
computation time (as shown in the bottom plot) allowing the
system to go into idle state for longer. Another key observation
is that the GPU enables having more overlap between segments
without significantly degrading battery life. When running the
CPU at 2320.5 MHz and GPU at 72 MHz, the system is able
to classify a segment in 308 µs and last for 81.72 hours when
using a 5400 mAh battery and an idle time of 250 ms.
VIII. Conclusion
This paper presented a new approach to scalp-based EEG
seizure detection that utilized max-pooling convolutional neu-
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Fig. 7: Top plot compares battery life vs. idle time for various
hardware configurations. Bottom provides bar graphs comparing
computation time for various CPU speeds. Idle time dictates amount
of new data used in successive segments.

ral networks to perform end-to-end-learning. Among three
training strategies explored, we found that fine-tuning a generalized model with patient-specific data outperformed both
completely generalized models and patient-specific models.
When evaluated on 24 cases containing 844 hours and 184
seizure onsets, the hybrid approach achieved 100% onset
detection accuracy with an average latency of 1.47 seconds
and 3.2 false-alarms/day. The personalized model performed
almost equally well in this context but performed much worse
when applied to long-term EEG data. Using an embedded GPU
development platform, the system is able to classify 15-second
segments in 308 µs and last over 80 hours.
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